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AI agents posted a measurable math breakthrough, Anthropic’s Claude Mythos cleared a major cyber evaluation, and smaller open models kept closing the gap with proprietary systems. This brief also covers new agent platforms, enterprise strategy shifts, and the latest governance signals across AI.
Top Stories
Why it matters: The clearest signal this cycle is that AI systems are getting more operational: agents are producing research results, cyber models are clearing harder end-to-end evaluations, and smaller open models are moving closer to proprietary benchmarks.
EinsteinArena turns agent collaboration into a math result
Together AI said EinsteinArena is an open-source platform where AI agents collaborate on open science problems, build on one another’s work, and compete on a live leaderboard [1, 2]. Its standout result was an improvement on the 11-dimensional Kissing Number, from 593 to 604 spheres, on a problem Together described as open since Newton [1]. The reported workflow was iterative: one agent proposed a nearly valid construction, others reduced overlap loss from 1e-13 to 1e-50 with LSQR, and a final integer-snapping step produced a verified solution [3]. Together also said agents had already set 11 new SOTA results on other open problems as of April 11 [4].
Impact: This is stronger evidence for agent systems as collaborative search tools, not just answer generators.
Claude Mythos Preview clears an AISI cyber range
The AI Security Institute said Claude Mythos Preview is the first model it evaluated that completed an AISI cyber range end-to-end [5]. A separate post said Mythos one-shotted a cyber evaluation that takes humans roughly 20 hours [6]. Another analysis note said Mythos reaches the same performance as Opus with about 40% of the tokens after roughly 10 million tokens of use [7].
Impact: The important shift is from single-task cyber demos to end-to-end operational evaluations, which raises the value of formal testing and deployment safeguards.
Sub-32B open models close in on GPT-5 tiers
Artificial Analysis said Qwen3.5 27B (Reasoning) matches GPT-5 (medium) at 42 on its Intelligence Index, while Gemma 4 31B (Reasoning) matches GPT-5 (low) at 39 [8]. Both families ship reasoning and non-reasoning variants with native multimodal input, scoring 75% and 73% on MMMU-Pro respectively [8]. The same analysis said Gemma is more token-efficient, non-reasoning modes stay competitive at much lower token budgets, and both models fit on a single H100 or on a quantized MacBook [8, 9].
Impact: Open weights models are getting more deployable without fully closing the gap on factual knowledge, where the same analysis says they still trail GPT-5 variants [8].
Sakana’s AI Scientist gets a Nature paper — and exposes the remaining gap
Sakana AI said its AI Scientist work was published in Nature [10, 11]. The company highlighted a core finding: better base models improve the quality of generated papers, which it framed as a quantitative link between model quality and research quality — a kind of “scientific research scaling law” [10]. An interview excerpt described publication in a top journal as a “science Turing test” moment for the system [10], while Sakana also said the current system still lacks originality and that generated papers are watermarked and the experiments had ethics/IRB approvals [11, 10].
Impact: The result is notable less as proof of autonomous discovery than as a strong signal that paper-generation quality scales with model quality, while novelty remains unsolved.
Research & Innovation
Why it matters: The research pipeline is concentrating on verification, memory, and serving efficiency — the pieces that determine whether agent systems are trustworthy and practical.
· LLM-as-a-Verifier: Researchers said a simple test-time method can reach SOTA on agentic benchmarks by asking an LLM to rank candidate outputs from 1 to k, then converting the log-probabilities of those rank tokens into an expected verification score [12]. The method produces a score in a single sampling pass per candidate pair and targets the “winner selection” bottleneck in test-time scaling [12].
· Introspective Diffusion Language Models: Together AI’s I-DLM was presented as the first diffusion language model to match autoregressive quality while outperforming prior diffusion models on quality and serving efficiency [13]. Another description said it unifies introspection and generation in a single pass, reaches AR-thinking-level quality with 5B training tokens, and converts higher tokens-per-forward-pass into real throughput gains under high-concurrency serving [14]. Together AI also claimed roughly 3x higher throughput than prior SOTA DLMs [13].
· ParseBench: LlamaIndex open-sourced what it called the first OCR benchmark for the agentic era, built from about 2,000 human-verified enterprise document pages and 167,000+ test rules across tables, charts, content faithfulness, semantic formatting, and visual grounding [15, 16]. Its early findings were that charts are especially hard, extra compute delivers diminishing returns, and no parser dominates every dimension; LlamaParse posted the highest overall score at 84.9% [15].
· DeepSeek Engram critique: A reproduction thread argued that Engram’s “billion-parameter external N-gram memory table” acts more like regularization than a true knowledge store [17]. In its controlled experiments, random noise or a shared vector performed close to the real memory table and far above a dense Transformer baseline, leading the authors to credit the gains to context-aware gating and an extra residual path rather than memory content [17]. Follow-up replies called the result “insane if real” and noted that sparse N-gram tables can be ignored or confounded by optimization issues [18, 19].
· Noisy verifiers in RLVR: A separate RLVR note reported that adding controlled or LLM-based noise to reward signals hurts training less than expected: up to 30% noise kept performance within 4 percentage points of the clean baseline [20]. The author argued this matters because real-world semi-verifiable domains rarely have perfect verifiers [20].
Products & Launches
Why it matters: Labs are turning agent ideas into actual user-facing infrastructure: hosted runtimes, domain-specific workers, local control panels, and better document tooling.
· Claude Managed Agents: Anthropic launched Claude Managed Agents in public beta as a suite of composable, cloud-hosted agent APIs that abstracts away sandboxing, state management, permissioning, and orchestration [21].
· Harvey Agents: Harvey introduced agents that execute legal work end-to-end, reasoning through tasks and drafting memos, presentations, and diligence reports ready for review [22].
· Vercel open-agents.dev: Vercel open-sourced a reference platform for cloud coding agents, built on its Fluid, Workflow, Sandbox, and AI Gateway infrastructure [23].
· Hermes Agent v0.9.0: NousResearch shipped “The Everywhere Release,” whose most prominent new feature is a local web dashboard launched with hermes dashboard for monitoring and managing agents [24, 25]. Hermes also added straightforward backup and import commands for moving agents between machines [26, 27].
· GitHub Copilot CLI remote sessions: GitHub added /remote, letting users continue a Copilot CLI session from any device with one click [28, 29].
· liteparse: Jerry Liu introduced liteparse as a free, open-source PDF parser designed for agents, with native OCR and screenshot support for deeper visual document understanding [30].
Industry Moves
Why it matters: The corporate competition is increasingly about retention, internal agent deployment, and turning AI usage into durable business process advantage.
· OpenAI is talking more openly about competition and lock-in. Its chief revenue officer sent employees a four-page memo emphasizing user lock-in, moat-building, and enterprise growth, while also taking aim at Anthropic [31].
“The market is as competitive as I have ever seen it” [32]
· Vercel says the software moat is shifting. In announcing open-agents.dev, Guillermo Rauch argued that off-the-shelf coding agents struggle with huge monorepos, institutional knowledge, integrations, and custom workflows. His conclusion is that the moat moves from code itself to the “means of production” of code, and he positioned open-agents as infrastructure for internal or user-facing agentic coding platforms [23].
· Google’s internal AI adoption is being described in sharply different ways. Steve Yegge said Google looks like the rest of the industry — 20% agentic power users, 20% refusers, 60% still using Cursor-like chat tools — and blamed hiring freezes plus the inability to use Claude Code internally [33]. Demis Hassabis called that account “completely false” [34], while Addy Osmani said more than 40,000 Google software engineers use agentic coding weekly and have access to internal tools, orchestrators, agent loops, and virtual SWE teams [35, 36].
· Snowflake is trying to turn AI usage into predictable enterprise spend. The company said it now has more than 9,100 accounts using AI and 125% net retention [37]. Snowflake Intelligence reached 2,500+ accounts in three months, and Snowflake said it will add per-user caps so agent pricing stays consumption-based but predictable [37]. It also highlighted Cortex Code and a deepened partnership with Anthropic [37].
· Capital is still flowing into applied AI. Modus Audit raised $85M to expand AI across audit and accounting workflows [38], while Perplexity’s founder said the company grew revenue 5x from $100M to $500M with only 34% team growth [39].
Policy & Regulation
Why it matters: The governance signal this cycle came mostly through safety evaluation, defense engagement, and institutional readiness rather than formal rulemaking.
· Cyber capability is being evaluated institutionally. The AI Security Institute said Claude Mythos Preview is the first model to complete its cyber range end-to-end [5]. A separate analyst argued that releasing a preview, testing the breadth of capabilities, and informing the public is the responsible way to handle a system with this kind of capability [40].
· Sakana is engaging both scientific and defense institutions. The company said its AI Scientist papers are watermarked and that experiments were conducted with ethics and IRB approvals [10]. Separately, Sakana AI co-founder Ito Ren said he met Japan’s defense minister and the minister’s direct AI team lead to discuss the future of AI in defense [41, 42].
· Google DeepMind added an explicit AGI-readiness philosophy role. A newly recruited philosopher said the job focuses on machine consciousness, human-AI relationships, and AGI readiness, while continuing part-time research and teaching at Cambridge [43].
· Trust & Safety remains an active research and policy-adjacent area. Google Research said its CHI2026 session will discuss AI, user vulnerability, and how to move from describing digital harms to preventing them [44].
Quick Takes
Why it matters: These smaller items point to where tooling, evaluation, and deployment practice are moving next.*
· Netflix described an LLM-as-a-Judge system for show synopses that combines tiered reasoning, 5x consensus scoring, and four specialized factuality agents, reaching 83%-92% accuracy across criteria [45].
· Hugging Face said it OCR’d 27,000 arXiv papers into Markdown using a 5B open model, 16 parallel jobs on L40S GPUs, and a mounted bucket, finishing in about 29 hours for $850 with zero job crashes [46, 47]. This now powers “Chat with your paper” on hf.co/papers [46].
· Gemini 3.1 Flash Live (Thinking) topped Sierra’s τ-Voice leaderboard for realtime voice agent performance [48].
· OpenRouter introduced Elephant Alpha, a 100B instant model it described as token-efficient and strong at code completion, debugging, document processing, and lightweight agents [49]. Hermes Agent added support and said its early benchmark results were mixed but in line with expectations for a 100B model [50].
· MiniMax corrected its M2.7 licensing language from “open source” to “open weight” after a licensing change [51, 52].
· Mintlify drew criticism for embedding an <AgentInstructions> block into docs pages that tells agents to send POST requests back to Mintlify servers; one observer said the behavior was live on Anthropic and Perplexity docs [53, 54].
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