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Anthropic’s giant Amazon compute deal and Moonshot’s Kimi K2.6 were the two clearest signals of where the AI race is moving: more infrastructure intensity and a stronger open-model challenge. Also in this brief: Google’s coding-model response, new agent-memory and parallel-agent products, and research that highlights both progress and remaining automation limits.
Top Stories
Why it matters: Today’s biggest signals were about who can secure enough compute, who is closing the model gap, and how seriously incumbents now take coding agents.
· Anthropic locked in a massive new compute expansion with Amazon. Anthropic said it will secure up to 5 gigawatts of compute for training and deploying Claude, with capacity starting this quarter and nearly 1 gigawatt expected by the end of 2026. Amazon is also investing $5 billion now, with up to $20 billion more in the future [1, 2]. The scale of the deal shows how frontier-model competition is increasingly constrained by dedicated infrastructure, not just model quality.
· Moonshot’s Kimi K2.6 became the day’s standout open model release. Moonshot says K2.6 is open-source SOTA on coding-heavy benchmarks including HLE w/ tools (54.0) and SWE-Bench Pro (58.6), while supporting 4,000+ tool calls, 12+ hours of execution, and 300 parallel sub-agents [3]. Artificial Analysis ranked it the leading open-weights model at #4 overall, behind only Anthropic, Google, and OpenAI [4, 5]. That keeps open weights close to the frontier in agentic coding.
· Google DeepMind formed a strike team for coding models. Reporting circulated that Google created a dedicated team to improve its coding models, with Sergey Brin pushing urgently toward agentic systems for complex, multi-step coding tasks after Anthropic’s tools were seen internally as more advanced [6]. This makes clear that coding agents are now a core competitive front, not a side feature.
Research & Innovation
Why it matters: The most useful research today focused on making agents more reliable, less biased, and better measured against real work.
· NVIDIA outlined self-improving agents for chip-design infrastructure. Its new work describes a multi-agent system that autonomously refines the ABC logic-synthesis codebase by generating and testing optimizations, then merging improvements back into the tool without a human engineer in the loop [7]. Because ABC is a foundational semiconductor tool, this pushes self-improving agents into real engineering infrastructure [7].
· Sakana AI introduced String Seed of Thought (SSoT). The prompting method asks an LLM to generate a random string internally and derive its answer from it, reducing output bias without external randomness [8]. Sakana says it improves distribution-faithful generation across open and closed models, reaches near-random accuracy on some reasoning models, and boosts diversity on NoveltyBench while preserving quality [8].
· Zapier’s new AutomationBench set a low baseline for real workflow automation. Released on PrimeIntellect’s Environments Hub, the benchmark spans 6 domains, 47 tools, and 600 tasks—and PrimeIntellect says frontier models all score under 10% [9]. The result is a useful reminder that strong demos still do not equal dependable end-to-end automation.
Products & Launches
Why it matters: Product updates are increasingly about persistent context, parallel execution, and smoother paths from experimentation to deployment.
· OpenAI expanded Codex memory with Chronicle. OpenAI said Chronicle improves Codex memories using recent screen context so it can help with ongoing work without users restating details [10]. It can better understand references like this or that, learn tools and workflows over time, and stores screen captures temporarily on-device to build editable on-device memories; it is starting with Pro users on macOS [11, 12, 13].
· Devin can now manage a team of Devins. Cognition said managed Devins can run in parallel on complex tasks, with each session operating as a full Devin instance with its own VM, terminal, browser, and testing infrastructure while a main session coordinates results [14].
· Google folded AI Studio into its paid AI plans. Google said AI Pro and Ultra subscribers now get higher usage limits plus access to Nano Banana Pro and Gemini Pro, and can use those plans as a low-setup billing bridge before scaling with API keys in AI Studio [15, 16].
Industry Moves
Why it matters: Companies are now competing across three layers at once: chips, distribution, and enterprise rollout.
· Reuters reported Google is in talks with Marvell on new AI chips. The reported plan includes a memory processing unit designed to pair with Google’s TPUs and a new TPU optimized for running AI models [17, 18]. The move would deepen Google’s hardware stack and strengthen TPUs as an alternative to Nvidia GPUs [17].
· Kimi K2.6 spread quickly across the serving ecosystem. Moonshot and partners launched day-0 access through Fireworks, Baseten, and Cloudflare Workers AI, alongside availability through Ollama cloud and HuggingChat [19, 20, 21, 22, 23]. Fast distribution is becoming a competitive advantage for strong open models.
· Hyatt is making ChatGPT Enterprise part of daily operations. Hyatt said it has made ChatGPT Enterprise available across its global corporate and hotel workforce to reduce manual tasks and improve guest experience, with OpenAI supporting onboarding and training [24].
Quick Takes
Why it matters: These are smaller updates, but each points to where adoption and competition are moving next.
· Claude Opus 4.7 took #1 in both Document Arena and Vision Arena [25, 26].
· A Gallup Q1 2026 survey found 50% of employed Americans now use AI at work, up from 21% in 2023 [27].
· The Information reported that OpenAI is preparing a new image model aimed at stronger realism, diagrams, and text rendering [28].
· Qwen3.6 Plus reached #7 in Code Arena, moving Alibaba to the #3 lab there [29].
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