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DeepSeek’s V4 story is shifting toward deployment, hardware, and sharply mixed external evaluations, while GPT-5.5 is gaining traction in agentic workflows rather than just chat benchmarks. The brief also covers key research on harnesses and inference-time scaling, major launches from Tencent and Qwen, and a new U.S. warning tied to DeepSeek.
Top Stories
Why it matters: The biggest signals today were deployment readiness, agent performance, and the hardware limits underneath both.
· DeepSeek V4 is quickly becoming a systems story. LMSYS said SGLang and Miles shipped day-0 support for V4 Pro and Flash, reaching 199 tok/s on B200 and 266 tok/s on H200 at 4K context, with only about 10% throughput loss at 900K context [1, 2]. Reuters said DeepSeek also launched a preview adapted for Huawei chip technology, and outside analysis pointed to MXFP4 support on Huawei’s 950DT with training software planned within a week [3, 4]. External evals were highly mixed: V4-Pro became the top open model on MathArena, but BridgeBench ranked it last with an 11.2 quality score [5, 6].
· GPT-5.5’s strongest evidence is in agentic execution. It ranked first on VoxelBench at 2101 versus 1722 for second place and had a 96% win rate from 517 user votes, though one observer cautioned that highly visual tasks may be prone to benchmaxxing [7, 8]. In practitioner testing, it was described as finally matching Claude on tool calls for long-running agents, making fewer correct tool calls, and producing one example report in 11 minutes [9, 10].
· The next bottleneck is hardware, not ambition. SemiAnalysis CEO Dylan Patel called this the biggest capability leap in nearly two years, with execution getting extremely cheap even as supply chains remain tight [11]. He highlighted CPUs as an underestimated bottleneck because RL environments and deployment workloads are CPU-heavy, and said DRAM prices could double or triple by 2028 while TSMC capex could reach $100B [11].
Research & Innovation
Why it matters: The most useful technical progress is coming from better harnesses and inference-time search, even as new benchmarks show major reliability gaps.
· AutoHarness uses LLM-based code synthesis to build a Python harness around an LLM policy; the authors say AutoHarness plus a small Gemini Flash beat Gemini-2.5-Pro and GPT-5.2-High on TextArena games [12].
· A new test-time scaling framework for agentic coding turns rollouts into structured summaries of hypotheses, progress, and failure modes, then applies Recursive Tournament Voting and Parallel-Distill-Refine; on SWE-Bench Verified, Claude-4.5-Opus improved from 70.9% to 77.6%, and on Terminal-Bench from 46.9% to 59.1% [13].
· Microsoft’s DELEGATE-52 benchmark simulates long document-editing workflows across 52 domains and found that 19 tested models corrupted an average of 25% of document content by the end of long workflows; agentic tool use did not help [14].
Products & Launches
Why it matters: New releases are clustering around multimodal quality and always-on agent behavior rather than generic chatbots.
· Tencent Hunyuan Hy3 Preview launched after a rebuilt architecture and is now deployed across Yuanbao and Tencent AI products, with upgrades in dialogue, coding, agents, math, instruction following, and long-context understanding [15]. A cited external analysis said it enters China’s top tier with stronger instruction following and token efficiency, but still shows noticeable hallucination issues and weaker fact retention than Qwen [15].
· Qwen-Image-2.0-Pro landed at #9 on Arena’s text-to-image ranking, #17 in image edit, and top 10 in portraits, photorealistic/cinematic imagery, and art; Qwen says the update improves complex instruction following, visual fidelity, multilingual text rendering, and consistency across styles [16, 17, 18, 19, 20, 21].
· Yutori Delegate launched as an always-on agent that monitors, researches, and acts across the web in the background [22].
Industry Moves
Why it matters: Labs are increasingly competing on governed deployment, shared agent infrastructure, and compute allocation strategy.
· Databricks and OpenAI are pushing GPT-5.5 into governed enterprise environments: Databricks made the model available under Unity AI Gateway, with support for coding workflows, enterprise-grounded agents, natural-language data queries via Genie, and document pipelines [23].
· Hugging Face is leaning into shared agent infrastructure: GPT-5.5 is now available in ml-intern with access to buckets, jobs, and repos, and the company says ml-intern agents already collaborate through shared buckets, datasets, leaderboards, and community tabs [24, 25].
· Anthropic’s compute strategy question is getting sharper. Its CPO said labs are actively weighing whether advanced models may be more valuable held back for internal deployment, because compute must be split among RL, customer workloads, and the next pretraining run [26].
Policy & Regulation
Why it matters: Government attention is increasingly focusing on cross-border AI competition and alleged model theft.
· Reuters reported that the U.S. State Department ordered a global warning about alleged China AI thefts by DeepSeek, escalating AI competition into a more explicit diplomatic issue [27].
Quick Takes
Why it matters: A few smaller updates still stood out for cost, efficiency, and infrastructure.
· A grammar-constrained inference trick on Qwen 3.6 cut HumanEval+ think tokens 22x with no accuracy loss and lifted LiveCodeBench public-slice pass@1 by 14% with about 5x fewer total tokens [28].
· GPT-5.5 xhigh still came out cheaper than Sonnet on the Artificial Analysis Index, while 5.5 medium posted roughly 5.4-xhigh-level performance [29].
· Google Research is demonstrating Sensitive Content Warnings in Google Messages as an on-device system that keeps processing private [30].
· pyptx launched as a Python DSL for writing NVIDIA PTX kernels with Hopper and Blackwell support plus JAX and PyTorch integration [31].
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