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Anthropic’s gated Mythos rollout and OpenAI’s upcoming Spud point to a new frontier pattern: more capable systems, narrower access. Microsoft posted a practical cancer-imaging result, coding benchmarks moved up, Perplexity showed sharp operating leverage, and policy scrutiny spread from AI services to data centers.
Frontier access is tightening
Mythos stays gated, Spud is next, and governments are taking the claims seriously
Big Technology reports that Anthropic kept Mythos out of general release and instead opened Project Glasswing to roughly 50 partners after describing cybersecurity risks, while OpenAI President Greg Brockman described Spud as a massive new pre-train designed to understand instructions and context better and solve harder problems [1]. Big Technology frames this as a broader trend: the most capable models being offered to a small partner set rather than the public [1].
Why it matters: This is starting to look like a distribution shift, not just a product choice. Treasury and the Fed reportedly warned banks about Mythos-related risks, the IMF chief said time is not our friend, Anthropic said its run-rate revenue has surpassed $30 billion and announced a multi-gigawatt compute deal with Google and Broadcom, and the UK AI Security Institute said Claude Mythos Preview was the first model to complete its cyber range end-to-end [1, 2, 3]. Gary Marcus, commenting on the AISI evaluation, said Mythos appears to arm attackers more than earlier systems but may pose the most immediate risk to small, weakly defended targets, underscoring the need for quicker cybersecurity hardening [3].
Research moved closer to deployment
Microsoft’s GigaTIME turns routine pathology slides into richer cancer imaging
Microsoft’s GigaTIME is designed to generate advanced imaging from standard tissue slides that hospitals already collect, surfacing immune-cell activity that matters for predicting response to immunotherapy without requiring the more expensive imaging normally used for that view [4]. The system was trained on 40 million cancer cells and applied to more than 14,000 patients across 51 hospitals and 24 cancer types, where it found 1,200+ links between immune-cell behavior and tumor growth; the findings held up on a separate 10,000-patient validation set, and the model has been open sourced [4].
Why it matters: This combines scale, independent validation, and a deployment path through existing hospital samples. The peer-reviewed Cell paper is linked here [5].
MirrorCode shows stronger autonomous coding on real software tasks
Import AI highlights METR and Epoch’s MirrorCode benchmark, which asks models to reimplement complex command-line programs from execute-only access and visible tests, without source code [6]. One standout result: Claude Opus 4.6 reimplemented the roughly 16,000-line gotree bioinformatics toolkit with 40+ commands, a task estimated at 2–17 weeks for a human engineer, and performance kept improving as inference compute increased [6].
Why it matters: This is a cleaner signal than generic coding benchmarks because the task is concrete, bounded, and closer to real software maintenance. In parallel, Google DeepMind outlined six attack surfaces for AI agents—from content injection and semantic manipulation to multi-agent and human-overseer exploits—and recommended technical, ecosystem, legal, and benchmarking defenses [6].
AI leverage is getting more visible inside companies
Perplexity says it reached $500M revenue with only 34% team growth
Perplexity CEO Arav Srinivas said the company grew revenue 5x from $100M to $500M with only 34% team growth and is targeting another 2x revenue growth in 2026 with the same small team [7]. He also said the company’s pivot to Computer is full circle, tracing back to Perplexity’s early internal use of AI with four people and no revenue, and that the tool is now powering founders, small businesses, and startups [7].
Why it matters: It adds a hard revenue-and-headcount datapoint to a broader argument now being made across the industry: small teams can do more with AI [7, 8, 9].
The next bottleneck is no longer just coding — it is deciding, budgeting, and reviewing
Greg Brockman says AI has already created a renaissance in software engineering and is starting to extend that shift to other computer-based work, with ChatGPT and Codex reaching nearly a billion weekly users and growing token usage [8]. Andrew Ng makes a similar point from the workflow side: as coding gets easier, more people will build software, the key bottleneck becomes deciding what to build, and software job-loss narratives are being oversimplified [9].
Why it matters: The next management problem may be operational rather than technical. Latent Space argues that usage-based pricing will force managers to handle per-person AI budgets, revisit build-vs-buy decisions, and tighten review practices as AI-generated code volume rises faster than humans can comfortably inspect it [10].
Policy attention is widening beyond the model itself
China narrows one set of rules while other regulators widen scrutiny
China issued interim rules on anthropomorphic AI interaction services with a narrower scope than the draft, focusing on sustained emotional interaction services, while MIIT is advancing standardization work around the Model Context Protocol [11]. ChinAI also points to ByteDance’s Doubao AI phone as a live regulatory test case, since its OS-level agent has triggered debate among Chinese legal scholars and technologists about data security and privacy [11].
Why it matters: Elsewhere, the EU is exploring whether ChatGPT should be treated as a large online search engine under the Digital Services Act, and Maine lawmakers passed a moratorium on data centers larger than 20 megawatts through November 2027 as other states consider similar pauses and governors push for data centers to bear more power costs [1]. The policy surface is expanding from model behavior to devices, distribution, and power infrastructure [11, 1].
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