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The day’s AI story centered on control: the White House is considering direct stakes in leading AI companies, Microsoft expanded its enterprise agent platform at Build, and new research from DeepMind, Sakana, and agent-tool builders showed how much progress now depends on scaffolding around models.
Today’s throughline
Control was the day’s clearest theme: Washington is openly discussing direct stakes in frontier AI companies, Microsoft is widening its enterprise agent stack, and several research updates showed how much progress now depends on loops, tools, and verification around models—not just bigger base models [1, 2, 3, 4].
Policy and power
Washington explores direct ownership and tighter control
President Trump said he is considering taking a government stake in leading AI companies and plans to discuss the idea with industry leaders at the White House; CNBC separately reported talks with OpenAI on a possible government stake in the startup [1, 5]. Separately, Yann LeCun said new White House rules would let political appointees vet public science grants for fidelity to ‘American values’, replacing peer review with political control [6].
Why it matters: The exact policy path is still unclear, but the direction is not: Washington is debating more direct influence over both frontier companies and the research pipeline. Critics including Gary Marcus, David Sacks, and Adam Thierer warned that government ownership or utility-style control could erode trust, deepen political influence, and encourage capture or cronyism [7, 8, 9].
Platforms and products
Microsoft turns Build into a full-stack agent push
Microsoft announced seven in-house models, including its flagship reasoning model, MAI Code One Flash, MAI Image 2.5, MAI Transcribe 1.5, and MAI Voice 2 [2]. It also introduced Microsoft Scout, an always-on autopilot agent with OS-level access across Teams, Outlook, OneDrive, SharePoint, and Windows, plus Project Solara for embedding agents in physical devices; Microsoft and Mayo Clinic are also collaborating on a frontier healthcare model [2].
Why it matters: In Sarah Guo’s recap of Satya Nadella’s Build remarks, Microsoft’s bet is that frontier performance is becoming more task-specific, with private evals and company traces turning into core enterprise IP [10, 11, 12, 13]. That makes Build look less like a single model release and more like a platform play around custom agents.
Nvidia pushes more inference back onto the device
At Computex, Nvidia introduced RTX Spark, a GPU-CPU chip with up to 128GB of unified memory designed to run larger local models on-device, with privacy and offline use cases central to the pitch [2]. Microsoft is already using it in a new Surface Laptop Ultra [2].
Why it matters: Even as cloud agents expand, vendors are also betting that a meaningful share of inference will move back to laptops and other local devices.
Research and automation
DeepMind’s math result highlights the value of tighter loops
AlphaProof Nexus solved 9 of 350 Erdős open problems using Lean for formal verification [3]. Its core method was to generate many candidate solutions, have a cheaper judge model compare them in an ELO-style tournament, then keep iterating from the best failures until a validator confirmed a proof [3].
Why it matters: The result came with caveats—smaller models solved zero problems, and the test set was an easier-to-formalize subset [3]—but it still solved problems humans had not cracked in 56 years [3]. More importantly, it reinforces a broader theme: reliability is increasingly coming from the harness around the model, not just the model itself [3].
Recursive self-improvement moves from thesis to teams
Sakana AI launched an RSI Lab in Tokyo to build open-ended systems that collectively self-improve, explicitly emphasizing sample-efficient recursive self-improvement rather than brute-force compute and presenting it as a capability that should be democratized rather than locked inside hyperscale clusters [14, 15]. In a more bounded but concrete example, Weco said its fully autonomous research agent produced 7 of the 47 merged leaderboard records in OpenAI’s Parameter Golf competition—more than any individual human contributor—while running for 22 days on a single GPU node and using under 4% of visible compute [16].
Why it matters: Dedicated RSI labs are still a forward bet, but autonomous systems are already proving useful in structured research workflows.
The harness becomes the bottleneck
Better tools, repair layers, and observability are driving agent results
Hugging Face said agents using its hf CLI completed about 94% of roughly 1,000 Hub tasks, versus 84% for agents hand-rolling curl or SDK calls, while consuming up to 6x fewer tokens on multi-step tasks [4]. On the coding side, Command Code said deterministic repair logic for tool-calling failures reduced repeated schema and parsing mistakes in open models by fixing outputs and returning repair hints instead of just errors [17].
Good tools are cached intelligence for agents [4]
MongoDB CEO CJ described the same bottleneck from the enterprise side: many 2025 agent projects did not reach customer-facing scale because teams got stuck on stack choice, auditing, governance, and human-handoff requirements, though he said harness and observability tooling feels more mature in 2026 [18]. He also argued that context and memory are becoming the critical layer for real-time customer agents [18].
Why it matters: More of the agent race is shifting from ‘which model is best?’ to ‘which system is reliable, efficient, and auditable enough to deploy?’ [18]
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